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Varieties of Mind 
 
The study of artificial intelligence has frequently benefitted from close 
engagement with other branches of cognitive science, and 
computational theories of cognition have in turn contributed to models 
of the mind in philosophy, neuroscience, and animal cognition. 
However, even as we stand at the threshold of a new era of 
developments in artificial intelligence, disciplinary differences and 
disparate theoretical vocabularies still linger, and the goal of a unifying 
theory of human, animal, and artificial minds remains elusive. To that 
end, the Varieties of Mind conference aims to bring together leading 
researchers in psychology, animal cognition, artificial intelligence, and 
philosophy of mind to explore questions including the following. 
 

v Which evolutionary adaptations marked the emergence of true 
minds? 

v How should we assess intelligence in non-human systems? 
v Could consciousness exist in minds radically different from our 

own? 
v What cognitive processes underpin moral notions like sentience 

and agency? 
v How do thought, concepts and language relate to sensorimotor 

capacities? 
 

  



	

 

Programme 
 

Tuesday 5 June      Debate Chamber, CUS 
 

16:00  Registration 
 
17:15 – 17:30 Welcome and Introduction  
   Marta Halina (LCFI) 
 
17:30 - 19:00 Public Lecture 1  

Chair: Huw Price (LCFI) 
Inaugural Margaret Boden Lecture:  
The Future of Intelligence: What Matters? 
Margaret A. Boden (Sussex) 
 

cd 
  



	

 

 

Wednesday 6 June       
 

9:00   Coffee 
 
9:30  Keynote      Keynes Library, CUS 
  Chair: Karina Vold (LCFI) 

Designing the Mind: AI, Brain Enhancement, and the Nature of 
Consciousness 
Susan Schneider (Connecticut) 

 
11:00  Coffee  
 
11:15  Panel 1: Forms of Intelligence  Keynes Library, CUS 

Chair: Geoffrey Lloyd (Cambridge) 
Sabine Hauert (Bristol), Swarm engineering across scales 
José Hernández-Orallo (UP Valencia), Diversity unites intelligence: 
measuring generality 
Yasuo Kuniyoshi (Tokyo), Emergence and Development of 
Embodied Cognition - Towards Next Generation Human AI/Robots 
 

13:15  Lunch  
  
14:30  Panel 2: Sentience and Suffering Keynes Library, CUS 
  Chair: Daniel Ott (Cambridge) 

Jonathan Birch (LSE), A Framework for the Study of Animal 
Sentience 
Colin Klein (ANU), An Interspecies Perspective on the Dimensions of 
Pain 
Henry Shevlin (LCFI, Cambridge), Why we still need a scientific 
theory of suffering 

 
16:30  Afternoon Tea 
 
17:30  Debate 1:       Debate Chamber, CUS 

This House believes we cannot understand non-human minds 
Chair: Stephen Cave (LCFI) 

  For: Kanta Dihal and Jack Lyons 
Against: Sarah Darwin and Charles Pigott  



	

 

Thursday 7 June       
 

9:00   Coffee 
 
9:30  Keynote      Keynes Library, CUS 
  Chair: Henry Shevlin(LCFI) 
  Ways of Thinking: From Crows to Children and Back Again 

Nicola S. Clayton (Cambridge) 
 

11:00  Coffee  
 
11:15  Panel 3: Varieties of Experience  Keynes Library, CUS 
  Chair: Charlotte Stix (LCFI) 

Ryota Kanai (Araya, Inc.), Consciousness in animals and machines 
Karina Vold (LCFI), Brain-computer interfaces: new varieties of 
cognitive experience 
S. Matthew Liao (NYU), The Moral Status and Rights of Artificial 
Intelligence 
 

13:15  Lunch and Poster Session 
  
14:30  Panel 4: Frontiers of Consciousness  Keynes Library, CUS 
  Chair: Rune Nyrup (LCFI) 

Claudia Passos-Ferreira, (NYU), Are Infants Conscious? 
Joanna J. Bryson (Bath/Princeton), Consciousness, language, & 
ethics --- without moral agency 
Ron Chrisley (Sussex), The contents of exotic minds 

 
16:30  Afternoon Tea 
 
17:30  Debate 2:       Debate Chamber, CUS 

This House believes there is nothing special about human 
intelligence     
Chair: Henry Shevlin (LCFI) 

  For: Miranda Mowbray and Björn Brembs 
Against: Raymond Tallis and Eric Mandelbaum 

  



	

 

Friday 8 June    
 

9:00   Coffee 
 
9:30  Keynote      Keynes Library, CUS 
  Chair: Matt Crosby(Imperial) 
  Exotic forms of consciousness and selfhood 
   Murray Shanahan (Imperial / DeepMind) 

 
11:00  Coffee  
 
11:15  Panel 5:  Concepts and Cognition Keynes Library, CUS 
  Chair: Jess Whittlestone (LCFI) 

Mike Dacey (Bates), Implicit Anthropomorphism: Theory and 
preliminary results 
Joulia Smortchkova (Oxford), Nonconceptual mindreading? 
Eric Mandelbaum (City University of NY), The Simplest Model of 
the Mind 
 

13:15  Lunch  
  
14:30  Panel 6: Simple Minds  Keynes Library, CUS 
  Chair: Ali Boyle (Cambridge) 

Björn Brembs (Regensburg), Spontaneous behaviour in animals, 
or: Why you don't want self-driving cars to be autonomous vehicles 
Lars Chittka (QML), The Mind of the Bee 
Fred Keijzer (Groningen), On the origin of multicellular subjects 

 
16:30  Afternoon Tea 
 
17:30  Public Lecture 2   Debate Chamber, CUS  
  Chair: Marta Halina (Cambridge) 

Varieties of Mind and the Mind-Body Problem 
Peter Godfrey-Smith (Sydney)      

  



	

 

Abstracts		
	
A Framework for the Study of Animal Sentience 
Jonathan Birch (London School of Economics) 
 
In recent years, an interdisciplinary community of animal sentience 
researchers, drawn from neuroscience, physiology, evolutionary 
biology, comparative psychology, animal welfare science and 
philosophy, has begun to emerge. But the field is characterized by 
foundational controversy over the nature of sentience and the criteria 
for its attribution, leading to heated debate over the presence or 
absence of sentience in fish, cephalopods and arthropods. Is there a way 
to move past these controversies? I propose an organizing framework 
for animal sentience research on which sentience is regarded as an 
evolved phenomenon that varies continuously along several 
dimensions. Instead of asking “Is this animal sentient or not?”, we ask: 
“If the animal is at least minimally sentient, what structural features is 
its subjective experience likely to have, and to what degree?” This 
information is captured in a sentience profile for the animal, which can in 
turn guide animal welfare legislation and risk assessment. 
 
The Future of Intelligence: What matters? 
Margaret Boden (University of Sussex) 
 
A fundamental difference between AI systems and human beings is that 
computers can’t care. Human intelligence enables us to achieve our 
goals and satisfy our needs. Our (widely shared) needs are the basis of 
our caring, and our (idiosyncratic) goals are accepted only in relation to 
our needs. Computers, however, have no needs—and, therefore, no 
real goals either. Decisions about things that matter require human 
judgment, even if AI’s instrumental reasoning is involved also. The 
caring/non-caring difference has two implications for the AI of the 
future. First, true “collaboration” between people and AI systems is not 
possible—so working alongside AI systems will not contribute to human 
wellbeing as normal employment does. (Employment provides many 



	

 

benefits besides money to put food on the table.) Second, AI systems 
will be largely inappropriate in contexts where person-to-person 
relationships should be crucial. Decisions about just which contexts 
those are vary across cultures. AI designers and users, and policy-makers 
too, need to bear that fact in mind if future AI is to be socially 
acceptable. Calls for designing AI with “human wellbeing” in mind 
normally consider issues such as privacy, human rights, general ethics, 
and (sometimes) the societal “capabilities” defined by development 
economics. All these are important. But the psychological needs 
identified by personality theorists (such as Abraham Maslow) are 
important too. 
 
Spontaneous behaviour in animals, or: Why you don't want self-driving 
cars to be autonomous vehicles 
Björn Brembs (University of Regensberg) 
 
Until a decade or so ago, behaviour was mostly conceptualized in terms 
of a response to an external stimulus. Starting with ecological 
observations and later also in neuroscience, the adaptive value of such a 
passive concept was drawn into question. Here I will provide some 
selected examples representing the reasoning behind abandoning the 
sensorimotor hypothesis in favour of a concept of nervous systems as 
active organs whose activity patterns are merely modulated by external 
stimuli. The consequences of this paradigm shift may entail import 
insights for our understanding of what it entails to be autonomous. 
 
Consciousness, language, & ethics --- without moral agency 
Joanna J. Bryson (University of Bath, Princeton University) 
 
Since prehistoric times, intelligence, consciousness, agency, morality, 
and divinity have been at least seen as correlated. Now the advent of 
artificial intelligence allows us to explore whether any of these 
correlations are causal, helping us to disentangle our understanding of 
ourselves and our society. I will provide empirical evidence that both 
visceral connotations of words, and the cognitive aspects of 
consciousness most associated with the qualia of awareness may both 



	

 

be reproduced in machines without generating moral status.  I will argue 
briefly about what this tells us about the nature of ethics, and how that 
in turn affects policy recommendations for AI regulation. 
 
The Mind of the Bee 
Lars Chittka (Queen Mary University of London) 
 
Bees have a diverse instinctual repertoire that exceeds in complexity 
that of most vertebrates. This repertoire allows the social organisation 
of such feats as the construction of precisely hexagonal honeycombs, an 
exact climate control system inside their home, the provision of the hive 
with commodities that must be harvested over a large territory (nectar, 
pollen, resin, and water), as well as a symbolic communication system 
that allows them to inform hive members about the location of these 
commodities.  However, the richness of bees’ instincts has traditionally 
been contrasted with the notion that bees’ small brains allow little 
behavioural flexibility and learning behaviour. This view has been 
entirely overturned in recent years, when it was discovered that bees 
display abilities such as counting, attention, simple tool use, learning by 
observation and metacognition (knowing their own knowledge). Thus, 
some scholars now discuss the possibilities like consciousness in the 
bees. These observations raise the obvious question of how such 
capacities may be implemented at a neuronal level in the miniature 
brains of insects. We need to understand the neural circuits, not just the 
size of brain regions, which underlie these feats. Neural network 
analyses show that cognitive features found in insects, such as 
numerosity, attention and categorisation-like processes, may require 
only very limited neuron numbers. Using computational models of the 
bees' visual system, we explore whether seemingly advanced cognitive 
capacities might 'pop out' of the properties of relatively basic neural 
processes in the insect brain’s visual processing area, and their 
connection with the mushroom bodies, higher order learning centres in 
the brains of insects. 
  



	

 

The Contents of Exotic Minds 
Ron Chrisley (University of Sussex) 
 
The very possibility of a variety of minds raises the question: to what 
extent can a mind of one variety understand a mind of another, 
arbitrarily dissimilar, variety?  I will consider a particular instance of this 
question that arises from focussing on mental content (how a mind 
takes the world to be), and the elements (e.g., concepts) out of which 
such contents are structured.  Are we limited, in our attempts to make 
sense of other varieties of mind, to appealing only to those concepts 
that play a role in our own mental lives?  To those concepts which are 
(conceptually) constructible out of our own concepts?  Or can we 
somehow make sense of minds whose contents are not constructed out 
of our own concepts, or which are made of elements that are not 
concepts at all? I will revisit the theory of non-conceptual content to 
offer answers to these questions, paying particular attention to their 
relevance to understanding artificial intelligence systems. 
 
Ways of Thinking: From Crows to Children and Back Again 
Nicola S. Clayton (University of Cambridge) 
 
In this lecture I will review some of the recent work on the remarkable 
cognitive capacities of food-caching corvids. Research on 
developmental cognition suggests that young children do not pass 
similar tests until they are at least four years of age in the case of the 
social cognition experiments, and eight years of age in the case of the 
tasks that tap into physical cognition. This developmental trajectory 
seems surprising~ intuitively, one might have thought that the social and 
planning tasks required more complex forms of cognitive process, 
namely Mental Time Travel and Theory of Mind. I will present our latest 
findings on physical cognition in children aged 4 to 11, which may 
provide some clues to answer this mystery. Future research aims to 
understand the mechanisms underlying these abilities in both children 
and corvids, thereby exploring similarities and differences in these 
different and distantly related varieties of mind. 
 



	

 

Clayton, N. S. (2014). EPS Mid Career Award Lecture. Ways of Thinking: 
From Crows to Children and Back Again. Quarterly Journal of 
Experimental Psychology 68, 209-241.  
Loissel, E., Cheke, L. G. & Clayton, N. S. (2018). Exploring the Relative 
Contributions of Reward-History and Functionality Information in The 
Aesop’s Fable Task. PLoS ONE in press. 
 
Implicit Anthropomorphism: Theory and preliminary results 
Mike Dacey (Bates College, Maine) 
 
Researchers attempting to understand nonhuman minds must avoid 
errors due to anthropomorphism: people naturally tend to interpret 
nonhuman intelligence the same way they interpret human intelligence. 
Discussions of anthropomorphism tend to wrongly focus on the explicit 
attribution of (one of) a certain set of “characteristically human” traits. 
As a result, empirical tests of anthropomorphism do the same. But if we 
view anthropomorphism as a cognitive bias produced by our implicit 
folk psychology, we must recognize that its effects are much more 
complicated than this. In this talk, I work to clear these conceptual 
issues, and present preliminary data from empirical work probing 
implicit forms of anthropomorphism using an affective priming 
paradigm. 
 
Varieties of Mind and the Mind-Body Problem 
Peter Godfrey-Smith (University of Sydney) 
 
The evolution of animal life, especially the evolution of complex 
behaviour on (roughly) three different lines, is used in this talk to 
explore the general idea of different “styles” of subjectivity in animals, 
and the implications of these divergences for the project of explaining 
the mind in materialist terms. I’ll look especially at cephalopods and 
various kinds of arthropods. 
 
 
 
 



	

 

Swarm engineering across scales  
Sabine Hauert (University of Bristol) 
 
Swarm engineering allows us to design self-organised robotic systems 
that work in large numbers (>1000), and at small scales (<1 cm). Swarm 
strategies are either inspired from nature (ant colonies, fish shoals, and 
bird flocks) or are automatically discovered using machine learning and 
crowdsourcing. Demonstrated applications range from the deployment 
of swarms of flying robots to create outdoor communication networks, 
or the use of 1000 coin-sized robots to form structures and explore their 
environment, to the design of nanoparticles for cancer treatment. 
Ultimately, we aim to develop a unified framework for the engineering 
of swarms across scales. 
 
Diversity unites intelligence: measuring generality  
José Hernández-Orallo (Universitat Politècnica de València) 
 
One major phenomenon regulating behaviour is the trade-off between 
specialisation and generalisation. This spectrum underlies the view of 
intelligence as a general cognitive ability that is effective for a variety of 
environments. In this talk we analyse how this phenomenon works 
beyond natural evolution. We first reconsider the space of all possible 
environments in terms of the space of all policies and their difficulty. We 
look at environment diversity from this resource-bounded perspective. 
This leads us to new notions of capability and generality, and their 
interpretation for humans, animals and AI. We discuss the role 
generality plays in social contexts, its relation to cognitive development 
and diversity. This interplay is not only compatible, but also unifying, for 
natural and artificial intelligence. Looking ahead, generality helps us 
define and measure artificial general intelligence and gives us insight 
into the analysis of the future landscape of cognition. 
 
 
 
 
 



	

 

Consciousness in animals and machines 
Ryota Kanai (Araya, Inc.) 
 
In this presentation, I will discuss three issues of consciousness. First, I 
will discuss how current and future theories of consciousness might be 
applied to make inferences about the existence of conscious experience 
in animals and machines. While the private nature of conscious 
experience defies direct observation of experience in other agents, I 
argue that scientific theories are often used to infer events that are not 
directly observed. Similarly, theories of consciousness such as but not 
restricted to the integrated information theory (IIT) allow us to make 
inferences about conscious experiences in animals and machines. 
Second, I will discuss possible functions of consciousness that we have 
learned from consciousness studies in humans and other animals, and 
how they can be implemented into modern architectures of artificial 
intelligence. Specifically, I will argue that the key functions of 
consciousness are achieved by internal simulations executed by internal, 
generative models of the world and the self. Third, I will speculate on 
the relationship between life and consciousness and discuss what 
aspects of life make an organism conscious.  In line with several recent 
proposals, I argue that a possible functional basis of awareness is the 
ability to predict and represent counterfactual consequences of possible 
actions through simulations of the environment. This ability could 
plausibly emerge within primitive organisms in order to maintain their 
cohesive structure efficiently.  Through discussion of these topics, I will 
present current theories of consciousness, and possible directions for 
the future of consciousness research. 
 
On the origin of multicellular subjects 
Fred Keijzer (University of Groningen) 
 
If one accepts that various forms of intelligence—basal cognition—are 
widespread throughout life, the animal condition loses its status as the 
paradigm example of intelligence. From this perspective the question 
becomes: Compared to other life forms, is the animal case of cognition 
significantly different—perhaps even constituting a major evolutionary 



	

 

transition? An affirmative answer requires two accounts: (a) what makes 
the difference so significant; and (b) why did this difference only occur 
within the animal lineage? One option is that though all life forms exhibit 
forms of information processing and signaling, the evolution of nervous 
systems vastly increased such information processing capabilities in 
animals. However, if an increase in information processing capacities is 
the single key factor, why have nervous systems not become much 
more common? Here I will investigate a different interpretation of the 
role played by early nervous systems, which is tied closely to the origins 
of the animal sensorimotor organization. The latter constituted the 
basic principle of an active contracting-extending multicellular unit with 
feedback concerning its current spatiotemporal self-status as well as the 
impinging effects of nonself environmental happenings. In this way, it 
provides a primitive form of an integrated multicellular entity capable of 
acting as a separate subject that differentiates its spatiotemporal self 
from an encompassing spatiotemporal world in which it acts. Such a 
basic subject provides a basic organization for increasingly sophisticated 
sensory modalities to plug into as well as a scaffold where increasingly 
complex information processing can be put to adaptive use. 
 
An Interspecies Perspective on the Dimensions of Pain  
Colin Klein (ANU) 
 
Philosophical work on human pain emphasises the multiple dimensions 
along which pain experiences can vary. Work on animal pain, by 
contrast, tends to focus only on the question of whether animals feel 
pain at all. I argue that many of the controversies over whether animals 
feel pain appear to be driven by claims about physiological capacities, 
but can often be traced to implicit disagreements about which 
dimensions of pain experience are necessary and which covary. Drawing 
on work which links homeostatic sensations across a variety of 
vertebrate and invertebrate species, and on work on dimensionality 
reduction of pain scales in humans, I argue that we ought to prefer 
minimal accounts of pain which are elaborated in different ways given 
different forms of life. This provides a broad framework that can be 



	

 

extended even to questions about pain in non-organismic minds such as 
AI. 
 
Emergence and Development of Embodied Cognition - Towards Next 
Generation Human AI/Robots  
Yasuo Kuniyoshi (Next Generation AI Research Center, University of 
Tokyo) 
 
Recently many problems are pointed out with current AI systems 
concerning their reliability and appropriateness. The problems have 
their roots on the fundamental framework as optimization of input-
output systems with regard to large but limited data sets. This severely 
lacks essential accounts for open-ended dynamic real wold interaction 
and alignment to human nature. Therefore, revealing new principles of 
real world human intelligence is an urgent issue. We propose that 
constructive investigation of the very early human development in the 
context of emergence and development of behaviour and cognition 
from embodied interaction is crucial. 
Development is a continuous causal process involving complex 
interaction between genes, body, nervous system and environment. 
Although the whole process may be too complicated, foetal interaction 
and development can be relatively more tractable to model. From a 
dynamical systems point of view, the beginning part of the temporal 
development trajectory provides an important information about the 
underlying principles governing the developmental dynamics. We 
constructed a computer simulation model of a human foetus. It consists 
of a musculo-skeletal body, uterus, and basic nervous system. It exhibits 
spontaneous motor development and sensory-motor map organization 
comparable to human data. Also, by changing the model parameters, 
we can simulate “atypical” development. Our series of experiments 
shows that sensory-motor experiences in the foetal period can be 
crucial to the formation of body representations and multi-modal 
sensory integration, which are significantly affected under "preterm 
birth" conditions, providing new insights about the developmental 
origins of social cognition and autism spectrum disorders. This approach 
continues on to target infant development on actual robotic platforms. 



	

 

The Moral Status and Rights of Artificial Intelligence 
S. Matthew Liao (New York University) 
 
Artificial intelligence (AI) is becoming more and more capable.  In 2016, 
Google DeepMind’s AlphaGo played five games of Go against the 18-
time world champion Lee Sedol, and AlphaGo won four out of five 
games, marking the first time a machine had defeated the world’s best 
player at this ancient game.  More recently, a more sophisticated version 
of AlphaGo, which learned Go by playing against itself, beat AlphaGo 100 
games to 0, after only four hours of training, demonstrating that AIs can 
learn at a rapid speed, unsupervised. As AIs acquire greater capacities, 
the issue of whether AIs would acquire greater moral status becomes 
salient. In particular, could AIs achieve human-level moral status and be 
rightholders? If AIs could be rightholders, what rights would they have?  
Could AIs have greater than human-level moral status? The goal of this 
paper is to provide a theoretical framework for thinking about these 
questions. 
 
The Simplest Model of the Mind  
Eric Mandelbaum (City University of New York) 
 
What is the most parsimonious model of the mind? Historically, 
associationism has played this role, positing one mental process (the 
ability to associate, e.g., Ideas, or stimuli and responses) and one sort of 
structure (mere associative links). By using the simplest model possible, 
associationists gain a rhetorical edge by having parsimony on their side. 
But being so bare-boned has its consequences: a truly parsimonious 
associationism cannot account for more contemporary “associative” 
models. Thus modern “associative” models end up being no more 
ontologically parsimonious than their rivals. In which case 
associationism faces a dilemma: either it is truly simple, but also 
descriptively inadequate, or it is not ontologically parsimonious and thus 
is no better off than rival theories which posit propositional structure.  
 
 
 



	

 

Are Infants Conscious? 
Claudia Passos-Ferreira (Center for Bioethics, New York University) 
 
Two questions about infant consciousness are especially central.  First: 
are infants conscious?  Second: what is infants’ conscious experience 
like? These are fundamental questions to be answered if we aim to 
understand the infant mind.  They raise important epistemological 
problems that are closely related to the traditional problem of other 
minds. 
I argue that newborn babies are conscious at birth and that it is possible 
to know something about what infants’ experiences are like. I propose a 
methodology for investigating infant consciousness, and I present two 
approaches to determining whether infants are conscious. First, I 
consider behavioural signs of consciousness.  I present two behaviour-
based arguments for consciousness: an argument from pain behaviour, 
and an argument from flexible behaviour.  Second, I discuss what the 
major theories of consciousness, including both philosophical and 
scientific theories, predict about infant consciousness. Finally, I 
investigate the phenomenal structure of infant consciousness, exploring 
whether infants have sensory phenomenology, cognitive 
phenomenology, imaginative phenomenology, emotional 
phenomenology, and agentive phenomenology.  
 
Designing the Mind: AI, Brain Enhancement, and the Nature of 
Consciousness 
Susan Schneider (University of Connecticut) 
 
Will AI be conscious? I urge that we should be skeptical that 
consciousness will be an inevitable outgrowth of highly sophisticated AI, 
and that we must develop tests. I introduce “consciousness 
engineering” and overview a provisional approach to testing for 
consciousness in machines. 
 
 
 
 



	

 

Exotic forms of consciousness and selfhood 
Murray Shanahan (Imperial / DeepMind) 
 
Artificial general intelligence may be a long way off, but even today's 
artificial intelligence technology is a spur to imaginative philosophical 
thinking. Artificial intelligence allows for exotic forms of consciousness 
and selfhood that don't occur in nature. For example, artificial agents 
can be copied, split, merged, or suspended. Such possibilities raise 
interesting philosophical questions about subjectivity and identity, 
which will be explored in this talk. 
 
Why we still need a scientific theory of suffering 
Henry Shevlin (LCFI, University of Cambridge) 
 
The first modern animal protection legislation, the 1876 Cruelty to 
Animals Act, was passed almost a century and a half ago, yet there is still 
little consensus among philosophers and scientists on how to identify 
and quantify suffering in non-human systems. In this talk, I argue that 
this project remains of critical importance. I present three main claims – 
roughly, that a scientific theory of suffering is (i) relevant to ethical 
decision making, (ii) possible, and (iii) of potentially enormous value. 
First, I argue that suffering is a central moral notion for animal welfare, 
independent of most of our other ethical commitments (such as 
ecological commitments). Second, I defend the idea that we can 
reasonably aspire to make informed judgments about suffering even 
without a general theory of consciousness. Third, I claim that, as 
individuals and as societies, we are constantly engaged in decision-
making about animal welfare that involves complex trade-offs across 
different human and animal interests, and that the potential gains of a 
more informed theory of suffering are consequently enormous. I close 
by reflecting on how a scientific theory of suffering may be of additional 
importance as we begin to construct non-biological cognitive systems 
that may one day themselves qualify as moral patients. 
Nonconceptual mindreading? 
Joulia Smortchkova (University of Oxford) 
 



	

 

Possession of a full-blown theory of mind enables us to conceptualize, 
encode and ascribe beliefs, desires and intentions as such, as 
propositional attitudes that rationalize and explain others' actions. 
According to minimal mindreading proposals, which aim to explain early 
mindreading abilities in pre-linguistic infants or in non-linguistic animals, 
others' mental states can also be encoded via mechanisms that produce 
representations which are simpler than representations of full-blown 
attitudes. My topic is the nature of these simpler representations (which 
I call mental concepts), and how exactly they differ, if at all, from full-
blooded mental concepts. I discuss two main issues: different ways in 
which mental concepts can be said to be “minimal”, and what makes 
them about others’ mental states, and not about others’ behaviours. 
 
Brain-computer interfaces: new varieties of cognitive experience 
Karina Vold (LCFI, University of Cambridge) 
 
Cognitive enhancement, the improvement or amplification of cognitive 
capacities, can be achieved through a range of means, including 
pharmaceuticals, mental training, genetic modifications, digital 
technologies, and even social systems, such as education. But a new 
kind of enhancement technology is rapidly advancing: brain-computer 
interfaces (BCIs) allow for a direct communication pathway between the 
brain and a computing device. This possibility raises many questions: 
what will BCIs do to human cognition and our sense of agency? Can we 
reasonably predict or understand the phenomenal structure of the 
experiences that BCIs users might have? To what extent can we be sure 
that BCIs are correctly interpreting the intentions of their users? In this 
talk I will attempt a preliminary typology of BCIs and will consider the 
range of cognitive capacities they are aimed at enhancing. I will end by 
considering whether these aims are morally acceptable. 

  



	

 

Speaker Biographies 
 

Jonathan Birch, London School of Economics 
Jonathan Birch is an Assistant Professor at the London School of 
Economics and Political Science, specializing in the philosophy of the 
biological sciences. He works on the evolution of social behaviour, the 
evolution of morality, animal sentience, and the relation between 
sentience and welfare.  
 
Margaret A. Boden, University of Sussex 
Margaret A. Boden is Research Professor of Cognitive Science at the 
University of Sussex, where she helped develop the world's first 
academic programme in cognitive science. She holds degrees in medical 
sciences, philosophy, and psychology, and integrates these disciplines 
with AI in her research. She is also a Fellow of the British Academy, and 
of the Association for the Advancement of Artificial Intelligence (and its 
British and European equivalents).  
 
Björn Brembs, Universität Regensburg 
Björn Brembs is a Professor at the Institute of Zoology working in 
Neurogenetics at the Universität Regensburg. His research in the 
neurobiology of behaviour focuses on how brains initiate spontaneous 
actions and how experience with the consequences of these actions 
shapes future behaviour. 
 
Joanna J. Bryson, University of Bath, Princeton University 
Joanna J. Bryson is a Reader in the Department of Computer Science at 
the University of Bath, since 2015 she has also been a fellow, then an 
affiliate of the Centre for Information Technology at Princeton 
University. She researches the nature of cognition and intelligence 
across species, principally by designing AI models of intelligent systems.  
 
Lars Chittka, Queen Mary, University of London 
Lars Chittka is a Professor of Sensory and Behavioural Ecology at the 
School of Biological and Chemical Sciences and founder of the Research 



	

 

Centre for Psychology at the Queen Mary, University of London. He runs 
a Bee Sensory and Behavioural Ecology Lab (the Chittka Lab), which 
conducts research at the intersection between sensory physiology and 
learning psychology on the one hand, and evolutionary ecology on the 
other.  
 
Ron Chrisley, University of Sussex 
Ron Chrisley is a Reader in Philosophy at the University of Sussex and 
Director of the Centre for Cognitive Science (COGS). He specializes in 
philosophy of mind and philosophy of computation, and has worked on 
artificial intelligence, artificial emotion, artificial consciousness and non-
conceptual representation and experience. 
 
Nicola S. Clayton, University of Cambridge  
Nicola S. Clayton is the Professor of Comparative Cognition in the 
Department of Psychology at the University of Cambridge, Scientist in 
Residence at Rambert and a Fellow of the Royal Society. She runs the 
Comparative Cognition Lab in Cambridge where she works on the 
evolution and development of intelligence in non-verbal animals and 
pre-verbal children. Her lab also investigates adult human cognition, 
with and without words, reflecting her other interests in the arts.  
 
Mike Dacey, Bates College 
Mike Dacey is an Assistant Professor of Philosophy at Bates College. He 
works in philosophy of psychology, philosophy of science, history of 
science, and moral psychology, and is especially interested in the role 
that the concepts of association and simplicity play in understanding the 
mind. 
 
Sarah Darwin  
Sarah Darwin gained a BSc in Botany from Reading University in 1999 
and a PhD from University College London in 2009. Her PhD thesis was 
entitled, The systematics and genetics of tomatoes on the Galápagos 
Islands. She is a Fellow of the Linnean Society of London and an 
ambassador for the conservation charity Galapagos Conservation Trust. 



	

 

Kanta Dihal, University of Cambridge 
Kanta Dihal is a Postdoctoral Research Associate and the Research 
Project Coordinator of the Leverhulme Centre for the Future of 
Intelligence, University of Cambridge. As a researcher on the AI 
Narratives project she explores how fictional and nonfictional stories 
shape the development and public understanding of artificial 
intelligence. Kanta's work intersects the fields of science 
communication, literature and science, and science fiction. She obtained 
her DPhil in science communication at the University of Oxford: in her 
thesis, titled The Stories of Quantum Physics, she investigated the 
communication of conflicting interpretations of quantum physics to 
adults and children. She is co-editor of the forthcoming collection AI 
Narratives: A History of Imagining Thinking About Intelligent Machines. 
 
Peter Godfrey-Smith, University of Sydney 
Peter Godfrey-Smith is a Professor in the School of History and 
Philosophy of Science at the University of Sydney. His main research 
interests are in the philosophy of biology and the philosophy of mind, 
and his recent work has focused on the minds of octopuses and the 
origins of consciousness. 
 
Marta Halina, University of Cambridge  
Marta Halina is University Lecturer in Philosophy of Cognitive Science at 
the University of Cambridge and Project Director at the Leverhulme 
Centre for the Future of Intelligence. Her research includes work on 
nonhuman animal mindreading, gestural development, mechanistic 
explanation, and the use of comparative methods in cognitive science. 
 
Sabine Hauert, University of Bristol 
Sabine Hauert is Assistant Professor in Robotics at the University of 
Bristol. She is leader of the Hauert Lab, which engineers swarm systems 
across scales – from huge number of robots to tiny nanoparticles. Her 
research focuses on designing intelligent robotic swarms that work in 
large numbers and at small scales. Sabine is also President and Co-



	

 

founder of Robohub.org, a non-profit organisation dedicated to 
connecting the robotics community to the public. 
 
José Hernández-Orallo, Universitat Politecnica de Valencia  
José Hernández-Orallo is a Professor in the Department of Information 
and Computer Systems at the Technical University of Valencia and is 
currently a visiting fellow at the Leverhulme Centre for the Future of 
Intelligence. His academic and research activities span several areas 
including artificial intelligence, machine learning, data science and 
cognitive science.  
 
Ryota Kanai, Araya, Inc.  
Ryota Kanai is the Founder and CEO of the Araya, Inc. and Honorary 
Reader in Psychology at the University of Sussex. He earned his PhD in 
experimental psychology from Universiteit Utrecht and now specializes 
in neuroscience of consciousness, artificial intelligence, and the ethics of 
AI. 
 
Fred Keijzer, University of Groningen 
Fred Keijzer is an Associate Professor in the Faculty of Philosophy at the 
University of Groningen. He specializes in philosophy of cognitive 
science and is interested in understanding the nature of cognition and 
how it is embodied across different life forms. Currently, his main 
research focus is on issues related to the origin of the very first nervous 
systems. 
 
Colin Klein, Australian National University 
Colin Klein is an ARC Future Fellow and Associate Professor in the School 
of Philosophy at the Australian National University (ANU). He is also the 
acting director of the ANU Centre for the Philosophy of Sciences. He 
works in the areas of philosophy of mind and cognitive neuroscience, 
where he specializes on pain perception, consciousness, and the issues 
of reduction and realization. 
 
 



	

 

Yasuo Kuniyoshi, University of Tokyo 
Yasuo Kuniyoshi received his Ph.D. from The University of Tokyo in 1991 
and joined Electrotechnical Laboratory, AIST, MITI, Japan. From 1996 to 
1997 he was a Visiting Scholar at MIT AI Lab. In 2001 he was appointed as 
an Associate Professor and then full Professor in 2005 at The University 
of Tokyo. He is also the Director of RIKEN CBS-Toyota Collaboration 
Center since 2012, and the Director of Next Generation AI Research 
Center of The University of Tokyo since 2016.  
 
S. Matthew Liao, New York University 
Matthew Liao holds the Arthur Zitrin Chair of Bioethics and is the 
Director of the Center for Bioethics and an Affiliated Professor in the 
Department of Philosophy at New York University. His research 
stretches across ethics, philosophy of mind, moral psychology, and 
bioethics, including work on agency and intelligence augmentation. 
 
Jack Lyons, University of Arkansas 
Jack Lyons is Professor of Philosophy at the University of Arkansas. His 
research is mainly in philosophy of mind/cognitive science and 
epistemology. 
 
Eric Mandelbaum, City University of New York 
Eric Mandelbaum is a philosopher and cognitive scientist at the City 
University of New York (Graduate Center and Baruch College). He holds 
a PhD in philosophy from UNC Chapel Hill and has previously served as a 
researcher at Oxford, Yale, and Harvard. His research focuses on areas 
including cognitive architecture, perception, and unconscious 
processing. 
 
Miranda Mowbray, University of Bristol 
Miranda Mowbray is a lecturer of Computer Science at the University of 
Bristol, where her research interests include machine learning for cyber 
security, and big data ethics. Most of her career has been in industrial 
research, at HP.  She is a Fellow of the British Computer Society. Her PhD 
is in Algebra, from London University. 



	

 

Claudia Passos-Ferreira, Center for Bioethics, New York University 
Claudia Passos-Ferreira is a philosopher and a psychologist in the Center 
for Bioethics at New York University.  She works on the development of 
consciousness and self-consciousness, moral psychology, and other 
topics in the philosophy of psychology and philosophy of mind. She was 
trained as a psychologist and has a Ph.D. in public health and a second 
Ph.D. in philosophy. 
 
Charles Piggott, University of Cambridge 
Charles Pigott's research focuses on the indigenous literatures of Latin 
America, particularly in Mayan, Quechua, and Nahuatl, the languages of 
the Mayas, Incas, and Aztecs, respectively. His particular interest is the 
relation between humanity and the natural world. After completing a PhD 
on Quechua folksongs at the Schools of Oriental & African Studies, 
University of London, Charles spent a year as a postdoctoral fellow at the 
Autonomous University of the Yucatan in Mexico. During that time, he 
helped in the development of the Ethno-ornithology World Archive as a 
Research Associate of the Zoology Dept. at the University of Oxford. He is 
currently finishing a book on visions of nature in contemporary Mayan 
literature. 
 
Susan Schneider, University of Connecticut  
Susan Schneider is an Associate Professor of Philosophy and Cognitive 
Science at the University of Connecticut. She is also next year’s 
Distinguished Scholar at the Library of Congress and a Faculty member 
of the Ethics and Technology Group at Yale. She is a philosopher of mind 
and cognitive science, specializing on the nature of the self and mind, 
artificial intelligence, and cognitive enhancement. 
 
Murray Shanahan, Imperial College London, DeepMind 
Murray Shanahan is a Professor of Cognitive Robotics in the Department 
of Computing at Imperial College London and a Senior Research 
Scientist at Google’s DeepMind. He specializes in artificial intelligence 
and his current work centres on sophisticated cognition, both naturally 
and artificially realized, embodied cognition, and consciousness.  



	

 

Henry Shevlin, University of Cambridge  
Henry Shevlin is a Research Associate at the Leverhulme Centre for the 
Future of Intelligence at the University of Cambridge. His work focuses 
on issues at the intersection of philosophy of mind, cognitive science, 
and animal cognition, with a particular emphasis on perception, 
memory, and consciousness.  
 
Joulia Smortchkova, University of Oxford 
Joulia Smortchkova is a Research Fellow in the Department of 
Philosophy at the University of Oxford. She holds a PhD from the Institut 
Jean Nicod in Paris. She specializes in philosophy of cognitive science 
and is researching the role of conceptual and non-conceptual 
representations in infants' cognition, with a focus on theory of mind and 
mindreading.  
 
Raymond Tallis 
Raymond Tallis is a philosopher, poet, novelist and cultural critic, and a 
retired physician and clinical neuroscientist. He ran a large clinical service 
in Hope Hospital Salford and an academic department in the University 
of Manchester. His research focussed on epilepsy, stroke, and 
neurological rehabilitation. He trained in medicine at Oxford University 
and at St Thomas' in London before going on to become Professor of 
Geriatric Medicine at the University of Manchester and a consultant 
physician. In 2000, he was elected Fellow of the Academy of Medical 
Sciences in recognition of his contribution to medical research. 
 
Karina Vold, University of Cambridge  
Karina Vold is a Research Associate at the Leverhulme Centre for the 
Future of Intelligence at the University of Cambridge where she works 
on the Agency and Personhood Project. She specializes in philosophy of 
mind and cognitive science and is currently interested in cognitive 
extension, machine agency, and consciousness. 
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Varieties of (Machine) Minds  
June 2019 (exact dates TBC) 
 

Imperial College London 
Organiser: Matthew Crosby (http://mdcrosby.com/) 

VoM2 will follow the same interdisciplinary approach of this conference, 
continuing the discussion with specific focus on application to machine 
minds. 

The conference will attempt to answer the following questions: 

• Is it possible to create machine minds? 
• Should we create machine minds? 
• How will we know if we've created machine minds? 
• What are the differences between machine minds and other types 

of minds? 
• What can we learn about biological minds from working on machine 

minds? 
• What is the difference between machine minds and machine 

consciousness? 
• How do answers to the previous questions change if you replace 

minds with consciousness? 

Further details will be published in the forthcoming months at: 
http://mdcrosby.com/conferences/vom2.html 



	

 

	


